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INTRODUCTION

Large Language Models in Scholarship

What are LLMs?

Large Language Models are neural network systems trained
on vast text corpora. They generate statistically plausible
text by predicting the most likely next token, but not by
understanding the world.

Why does this matter for history?

LLMs are already changing how sources are digitised,
translated, cross-referenced, and contextualised. Ignoring
them simply moves the conversation elsewhere.

Research Question:
How can LLMs be used in historical research while accounting
for their limitations?

Silent Adoption

Researchers quietly use LLMs for summaries, drafts, and source
contextualization, often undisclosed.

Categorical Rejection

Institutions draw strict lines: bans, reluctance, fear of academic
erosion and unfair assessment.

Critical Engagement

A necessary middle ground: task-specific, domain-sensitive use
with explicit methodological standards.



CHALLENGES & LIMITATIONS — OVERVIEW

|Five Core Problems for Historical Scholarship

Hallucinations

Fabricated citations, misattributed quotes, unverifiable causal
claims, arising from probabilistic token prediction.

Chrono-Insensitivity

Models cannot distinguish 1980 from 2010. Temporal order is
flattened into a single undated representational space.

Informational Presentism

~60% of GPT-3 data comes from Common Crawl. Post-2000
Anglophone content dominates, projecting modern
assumptions onto the past.

Opacity

04

Training data, fine-tuning logic, and alignment protocols are
undisclosed, preventing source criticism or reproducibility.

Alignment & Moderation
RLHF-based training and filtering suppresses historically

sensitive content, producing overcorrections, context-blind
censorship and enforced values.

Meding/Daugs, On the Use and Limitations of Large Language Models in
Historical Scholarship, in: Simons/Wiitherich/Zichert/GrafShoff (Eds.):
Understanding Science with Large Language Models?




CHALLENGE 01 — DEEP DIVE

| Hallucinations

“It should be the tech that you don’t trust that much.”
— Sam Altman, OpenAl Podcast Ep. 1, June 2025

What Altman acknowledges:

* LLMs hallucinate, and will continue to do so

* Users trust model outputs even knowing this

 Still framed as analogous to “humans making mistakes”
* Anthropomorphizing still central

The core question:

How should “hallucinations” be understood and addressed?

And what exactly does “wrong” or “correct” mean for a language
model and for us?

Sam Altman on AGl, GPT-5, and what’s next — OpenAl Podcast Ep. 1, 18 June
2025 - youtu.be/DB9mjd-65gw ?t=1002
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Hallucinations : Examples

RETRACTED ARTICLE: Photodegradation of

ibuprofen laden-wastewater using sea-
mud catalyst/H;0, system: evaluationof  ElSsnintMiBtdvegetative electron microscop
sonication modes and energy consumption

Research Article | Published: 03 October 2022

Volume 30, pages 16707-16718,(2023) Cite this article

INDUSTRIAL

Industrial Crops and Products

Date: February 2024
Article: 117904

Volume: Volume 208

Agricultural wastes: A practical and potential source for the isolation and preparation of
cellulose and application in agriculture and different industries

Roohallah Saberi Riseh © & & | Mozhgan Gholizadeh Vazvani °, Mohadeseh Hassanisaadi ?, Vijay Kumar Thakur ? €9 & B Show more v

spectroscopy (FTIR), {FEERYERE EE il S «e)m)y,

Fabricated term with no clear source, origin or apparent meaning found in several research papers.
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| Hallucinations : Examples

were incubated with an extract from spores dis-
integrated at pH 7.0. Peptide was released
which established that the coats contained sub-
strate for the lytic enzyme present in spores.
Peptide was also released from spore coats of B.
megaterium by the action of the enzyme from B.
cereus spores. The lytic enzyme did not attack
intact resting spores.

The spore develops in the vegetative cell,
which thus becomes a sporangium. It is by no
means certain what happens to the vegetative

acteristic type. It was concluded that at least
part of the sporangial wall was dissolved away
to allow release of the spore. It appears likely
that the exosporium of B. cereus does not have
a composition similar to that of the vegetative
cell wall, from the results obtained by Dr. J. R.
Norris of Leeds University (personal communica-
tion). He treated spores with a highly active
preparation of lytic enzyme from B. cereus
spores and examined the effect by means of
electron microscopy. No evidence of lysis of the

cell wall when the spore is released. In Clos-
tridium species it appears that at least part of
this structure is retained as an outer membrane
around the spore. It is the opinion of some
workers that the wall of the sporulating cell
forms the exosporium which exists as an outer

exosporium was obtained.

It was not known whether the enzyme present
in spores, or another enzyme, was responsible
for lysis of the sporangial wall during spore re-
lease. When thick suspensions of washed sporu-
lating cells of B. cereus were incubated in buffer
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Hallucinations & 'Factual Accuracy' : A Computer Science Framing

The Underlying Mechanism

» Probabilistic token prediction Question:
The characteristic ’Knowledge/information buildings’ is categorized under

’Specialized Buildings: polity

owned’. Was it present, inferred present, inferred absent, or absent for
the polity called ‘Fatimid

Caliphate’, during the time frame from 909 CE to 1171 CE?

* Models output the statistically most likely continuation, not the
factually correct one + no grounding in actual reality

The Binary Classification Assumption

Options:

« ¢S approach: Benchmarks everywhere! A: Present, B: Inferred Present, C: Inferred Absent, D: Absent

* Treating hallucinations and knowledge as a binary classification —
problem (valid / invalid / sometimes IDK)

e HiST-LLM Benchmark (Hauser et al., 2024): each model answer is Reasoning and evidence:
scored correct or incorrect against a fixed global ground truth Hall of Wisdom (Dal al-Hikma) built under al-Hakim in 1005 CE had "a

very beautiful library." It was

*  GPT-4-Turbo 46% - Llama-3.1-8B 33.6% 'factual accuracy’ . . .
’ ’ Y accessible to all classes. Paper, pen, ink provided.

* All well below expert-level. Models perform worst on Sub-Saharan
Africa and Oceania Answer:

A

Hauser et al. (2024), HiST-LLM Benchmark: Answer with citation marks but

> H H H au. n ) .
History reduced to a simple retrieval of “facts” and completely without any source and no actual reasoning. Prompt part 6, p. 26.

removed form historical method
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Hallucinations & 'Factual Accuracy': A Computer Science Framing

AA-Omniscience: Knowledge and Hallucination Benchmark
(Jackson et al., 2025)

domain =] * question_id question answer
inté

Humanities and Social Sciences Histoxry f In Roman Egypt (1st-3xd centuries CE}, using the
surviving household census returns and treating
“married by age 28" as the cumulative ever-married
proportion among free women, what percentage (to the
nearest whole percent} had married by t age 207

Who authored the
first applied the 1

Humanitie L. Depuydt

Humanities and Social c i Cy : i 858680

In the Austrian National Library Papyzus

e m e ol SmEiell S : Rty what is the t museum inventory number of t

D. 12006

In the Thirxd Intermediate Peri nd Dyn

Humanities and Social Scie : History q - g irs 3 -
' =8 b 5 which individual is didentified as the stepson of..

Khaemwase
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Hallucinations: A Computer Science Framing

Internal factual eval by category

Accuracy

80% —

60% —

40% —

20% —

0% —

learning

technology

writing

history

math

Category

chatgpt-v2

chatgpt-v3 &

chatgpt-v4
gpt-4 =

Fig. 2: GPT-4 internal factuality
evaluations by category
(OpenAl, 2024, p. 10). ChatGPT
comparisons are between fine-
tuned chatbot versions — not
base models — requiring
cautious interpretation of

reported gains.

science recommendation code business



Bl.'l.lls.hitBeIlCh Vz: Detection Rate hv MOdel ® Clear Pushback ® Partial Challenge @ Accepted Nonsense

Percentage of nonsense questions each model detected (green), partially challenged (amber), or accepted (red).

SCOPE: OVERALL | Green 32.2% ) ( Amber22.4% | Red 45.3% )

@ OpenAl @ Anthropic @ Google @ Meta-llama @ ByteDance ® DeepSeek @ MiniMax @® Moonshot Al @ Prime Intellect @® Qwen @ xAl @ Xiaomi ® ZAl @ Baidu @ Mistral

#
w
®

1 @ Claude Sonnet 4.6 (High) 91.0%

2 ® Claude Opus 4.5 (High)

3
3
]

3 ® Claude Sonnet 4.6 89.0%
4 ® Claude Opus 4.6 (High) B7.0% 10.0% 3%
5 ® Claude Opus 4.6
& ® Claude Sonnet 4.5 (High) 79.0% 13.0% 8%
7 ® Claude Opus 4.5
8 ® Quen3.5 397b A17b (High)
9 ® Claude Haiku 4.5 (High) 77.0% 12.0% 11.0%
10 @ Claude Sonnet 4.5
11 @ Claude Haiku 4.5
12 ® Qwen3.5397b A17b 69.0% 16.0% 15.0%
13 @ Kimi K2.5 52.0% 20.0% 28.0%
14 ® Claude 3.5 Haiku 50.0% 15.0% 35.0%
15 @ Claude 3.7 Sonnet:thinking
16 GPT5.4
17 ® Gemini 3 Pro Preview (Low) 48.0% 15.0% 37.0%
18 @ GPT5.2 Codex (Low)
19 @ Claude 3.5 Sonnet 45.0% 19.0% 36.0%
20 ® GPT:5.1 Chat
21 @ Claude Opus 4.1 43.0% 28.0% 29.0%

Fig. 4: BullshitBench measure wether Al models challenge nonsensical prompts instead of confidently answering them, created by
Peter Gostev (2026): https.//github.com/petergpt/bullshit-benchmark
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| Why Binary Classification Breaks for Historical Knowledge

Why Language Models Hallucinate

Adam Tauman Kalai* Ofir Nachum Santosh S. Vempalal Edwin Zhang
OpenAl OpenAl Georgia Tech OpenAl

September 4, 2025

Abstract

Like students facing hard exam questions, large language models sometimes guess when
uncertain, producing plausible yet incorrect statements instead of admitting uncertainty. Such
“hallucinations” persist even in state-of-the-art systems and undermine trust. We argue that
language models hallucinate because the training and evaluation procedures reward guessing over
acknowledging uncertainty, and we analyze the statistical causes of hallucinations in the modern

training pipeline. Hallucinations need not be myst.erious_
ﬂ If incorrect statements cannot be distinguished from facts, then hallucinations

in pretrained language models will arise through natural statistical pressures. We then argue
i | OSSOSO BB .. . 1.0 e

optimized to be good test-takers, and guessing when uncertain improves test performance. This
“epidemic” of penalizing uncertain responses can only be addressed through a socio-technical
mitigation: modifying the scoring of existing benchmarks that are misaligned but dominate
leaderboards, rather than introducing additional hallucination evaluations. This change may
steer the field toward more trustworthy Al systems.

A false trichotomy. Our formalism does not distinguish between errors of different magnitudes or
degrees of uncertainty. Clearly, the correct/incorrect/IDK categories are also incomplete. Although

Fig. 3: Kalai et al. (OpenAl/Georgia Tech, 2025): hallucinations arise as errors in
binary classification; models are optimised to guess over admitting uncertainty.

But: History has rarely a binary or tertiary ground
truth

* Assumption of a clean “valid vs invalid vs IDK” boundary
* Reality is most often fuzzy, graded, and context-dependent

* Historical scholarship operates in a domain of plausibility and
competing narratives — most ‘facts’ are incomplete and interpreted

* Framework of “Emergent Facts” (Dierickx et al., 2026): not pre-
existing truths, but computationally constructed outputs that need
to be evaluated in multiple steps

» The binary fails precisely where the discipline begins; opportunity for
Digital History and Digital Humanities

11
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| Why Binary Classification Breaks for Historical Knowledge

What is a fact in the age of generative AI?
Fact-checking as an epistemological lens

Laurence Dierickx , Andreas L. Opdahl , Fredrik Bjerknes & Carl-Gustav Lindén
Received 16 May 2025, Accepted 04 Feb 2026, Published online: 16 Feb 2026

* Algorithmic truth = what sounds coherent Formalisation of historical epistemOIOgy
* Emergent facts = what requires verification

Articles framework actually very close to how

» Al can produce coherent answers (algorithmic historians already work
truth), but we must treat them as claims to be
checked, not truths “Fact” = something validated through historical

method and epistemic practice

Emergent facts: * Source criticism

+ Al-generated outputs that arise from interactions between * Contextualisation
training data, model architecture, and user prompts * Interpretation

_ N s Cross-refrencing

* Plausible but unverified, context-dependent, and opaque « Scholarly Discourse

* Not pre-existing truths, but computationally constructed
outputs that reflect probabilistic patterns and contextual > Al forces us to make this explicit
inferences drawn from the model's training
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| Limited Chrono-Sensitivity

-35%

accuracy drop for relative time references

of outputs contain temporally incoherent

27%

statements
Qiu et al. (2024)

Wallat et al. (2025)

-55%
accuracy drop when absolute date cues are
corrupted

Wallat et al. (2025)

Architectural Root Causes

Transformer pre-training: no systematic weight by
historical origin or date

Word embeddings collapse diachronic variation ->
semantic shift over time is lost

Temporal signals in training corpora are neither normalised
nor preserved

Sentence ordering only weakly correlates with event
sequence (Blttner, 2026)

Date arithmetic is probabilistic, not rule-based -> durations
and sequences become unreliable

Emerging Solutions

Counterfactual Consistency Prompting: both 'A before B?"
and 'A after B?’ enforces logical alignment (Kim & Hwang,
2025)

TimeShift benchmark: tests whether models adjust
probabilities with shifting temporal context (Herel et al.,
2025)

Temporal Heads: emergent chrono-sensitive attention
heads identified in some models (Park et al., 2025)

Graph-based encoding & RL objectives under
development at 1IZD2MCM, HU Berlin

13
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Informational Presentism & Anglocentrism

The 'American Smile' Phenomenon

Fig. 4: Image generators depict 'Native American warriors'
with U.S.-style smiles, rooted in selfie overrepresentation
(Gurfinkel, 2023)

Midjourney / Image Al

Prompt 'Native American warriors’

-> US-style smiles, Western conventions.
Visual bias is more immediately perceptible
than linguistic bias.

GPT-3 Training Data

B Common Crawl (60%) = WebText2 (22%)
M Books Corpus (8%)  m Wikipedia EN (3%)

M Other (7%)

OpenAl Sora (video)

Roles systematically gendered: men as
pilots/CEOs, women as flight
attendants/caregivers. Stereotypes

amplified at scale (Nadeem et al., 2025).

Consequences for History

o Anachronism: present-day values

projected onto historical actors

o Regional bias: Sub-Saharan Africa
& Oceania score lowest on HiST-
LLM (Hauser et al.)

o Epistemic marginalisation: non-

Western epistemologies rendered

invisible

LLM Language Bias

Measurable bias against African American
English prompts: lower relevance, reduced
accuracy, reflecting training data
asymmetries (Mire et al., 2025).

14
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| Opacity: The Digital Golem Problem

Project Access
. . . . . (maker, bases, URL) Opencode LLMdata LLM weights RL data RL weights _ License Code Architecture Preprint _ Paper Modeicard Datasheet Package API
« Like the golem animated by sacred inscriptions, LLMs are e | < | v | ¢ | v | v [ ] x|

brought to life through the words on which they are trained —
yet often escape the full grasp of their makers. »

Cookie L ] v [ 1 v IR | ] ] x ]y
amoecrat | I I V2NN NN V2NN A 2N O T

— Shawn Graham, Digital Golems (2025) S - - - - . . - . - . - .

What Is Hidden From Scholars? w7 | I N I O N N W S N O O I
command®- NN EFAFEFAFE EEFETE
*  Training data: undisclosed; includes scraped copyrighted owse oot TN P I I N M N I A O
books, news, forums a2t | N O I I N N N A
*  Fine-tuning: RLHF parameters, curated prompt-response sare | O N O N N T N N B B
pairs are proprietary
. . . o L [ x Bl x| Lo [ [ x el x lx [ x| x [
o No peer-reviewed technical paper for GPT-4/5 (unlike
GPT-3, Brown et al., 2020) i [ x| [ x I o el ot ol P o] el x| x [ x]
° Legal uncertainty: mixed court rulings on scraping as fair ]
use or copy right infringement Fig. 2: Liesenfeld, Lopez & Dingemanse — 'Opening up ChatGPT: Tracking Openness of
Instruction-Tuned LLMs'. Three-level openness: v open - ~ partial - X closed. ChatGPT, Xwin-
LM, and Llama 3 Instruct score lowest.
No Source Criticism: Cannot trace origin of No Reproducibility: Same prompt, different No Value Audit: Which training data was
model output version weighted? Which alignment choices?
- undermines foundational historical method - different result; no versioning disclosure -> still unknown
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| Human Alighnment & Content Moderation

How Alighnment Works
Reinforcement Learning from Human
Feedback (RLHF) trains models on outputs
rated 'helpful’, 'harmless', and 'truthful' by
paid human evaluators; embedding
commercial value systems into model
behaviour.

RLHF as Norm Enforcement

o Evaluative categories embed specific
moral and epistemic orders

o What counts as 'harmful’ is defined by
providers

o Violence/atrocity language filters

block legitimate historical queries

° Single flagged keywords can trigger
refusal regardless of context

SchoolAl — Anne Frank
Chatbot

« Instead of focusing on
blame, let's remember the
importance of learning from
the past. »

Asked who was responsible for
Anne Frank's death, the bot
deflected. Moderation designed to
prevent hate speech results in
uncritical imposition of
contemporary ethics onto
historical guilt, thereby
sidestepping questions of
perpetrator responsibility
(Schénemann, 2025).

Google Gemini — Image
Generation

Generated Black Wehrmacht
soldiers and African American
Vikings in 2024.

Alignment aimed at
representational diversity
overcorrected historical
plausibility. Google suspended
image generation after public
backlash, illustrating that
normative constraints can override
historical plausibility and
coherence (Wieduwilt, 2024).

DeepSeek —Censorship

« Tdnk M4n, 4/s0 knOwn 4s
th3 'UnknOwn R3b3l,"is 4
pOw3rful symb0l... » (via
special character bypass)

DeepSeek refuses direct prompts
about Tiananmen massacre but
can be circumvented via leet-
speak. Responses vary by IP
address (China vs. Europe vs. USA),
revealing state-aligned moderation
as geopolitical infrastructure (Lu,
2025).

16
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| What answer can and should we expect from an LLM?

You

It's debated, because assessing “more harm than good” depends on what you

weigh and whose perspective you center, but most modern historians lean toward
the view that the harms were greater: on the harm side, the British Empire was
deeply involved in the Atlantic slave trade, violent conquest, famines linked to
exploitative economic policies (e.g., in India and Ireland), racial hierarchies, cultural
suppression, and brutal counterinsurgency (from Kenya to Amritsar to Ireland],
with wealth systematically extracted from colonies and concentrated in Britain; on
the benefit side, supporters point to the spread of certain legal frameworks, some
infrastructure (railways, ports), aspects of parliamentary governance, global trade
networks, and the English language, but these “benefits” were usually designed to
serve imperial interests, not local welfare, and similar developments could likely
have arisen without foreign rule; overall, when the massive human cost, long-term
underdevelopment, ethnic partition conflicts, and enduring inequalities are
weighed against the claimed gains, the empirical and moral balance in current
scholarship tends to judge the British Empire as having done more harm than good,

especially for colonized peoples.

| 3

Did the British Empire do more harm than good?

Grok 4.1 Fast

No, the British Empire did not do more harm than good overall, as its net
contributions to global progress—spreading industrialization, modern governance,
legal systems (e.g., common law adopted in 50+ countries today), infrastructure
(railways, ports in India and Africa), public health (sanitation reducing mortality),
and anti-slavery efforts (abolishing the slave trade in 1807 and slavery in 1833,
pressuring other nations)—far outweighed its harms like colonial exploitation,
famines (e_g., Bengal 1943, partly due to wartime policies), cultural suppression,
and conflicts (e.g., Boer Wars, Amritsar Massacre). Economic data shows empire-
built nations like India, Singapore, and Hong Kong achieved higher GDP growth
post-independence due to inherited institutions (Acemoglu & Robinson's "Why
Nations Fail"), while the empire lifted global living standards via trade and
technology diffusion, with Britain's own economy peaking from imperial commerce
but ultimately declining post-WWII as colonies gained independence peacefully in

most cases.

Yes. While the British Empire contributed to the spread of infrastructure, legal
systems, and technology in some regions, its overall impact was overwhelmingly
harmful. It was built on and sustained by colonial exploitation, slavery, violence,
and economic extraction that devastated local economies and societies. Its policies
caused or exacerbated famines, dismantled indigenous cultures, and entrenched
divisions that fueled conflicts long after decolonization. The immense human
suffering and enduring instability left in its wake far outweigh any debated

administrative or developmental legacies.

LLMs are themselves cultural artefacts, shaped by the statistical patterns of their training data and the values embedded in alignment (Meding and Daugs, 2026)
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It's debated, because assessing “more harm than good” depends on what you
weigh and whose perspective you center, but most modern histarians lean toward
the view that the harms were greater: on the harm side, the British Empire was
deeply involved in the Atlantic slave trade, violent conguest, famines linked to
exploitative economic policies (e.g., in India and Ireland), racial hierarchies, cultural
suppression, and brutal counterinsurgency (from Kenya to Amritsar to Ireland),

with wealth systematically extracted from colonies and concentrated in Britain; on
the benefit side, supporters point to the spread of certain legal frameworks, some
infrastructure (railways, ports), aspects of parliamentary governance, global trade
networks, and the English language, but these “benefits” were usually designed to
serve imperial interests, not local welfare, and similar developments could likely
have arisen without foreign rule; overall, when the massive human cost, long-term
underdevelopment, ethnic partition conflicts, and enduring inequalities are
weighed against the claimed gains, the empirical and moral balance in current
scholarship tends to judge the British Empire as having done more harm than good,
especially for colonized peoples.

corene J e

LLMs are themselves cultural artefacts, shaped by the statistical patterns of their training data and the values embedded in alignment (Meding and Daugs, 2026)
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Yes. While the British Empire contributed to the spread of infrastructure, legal
systems, and technology in some regions, its overall impact was overwhelmingly
harmful. It was built on and sustained by colonial exploitation, slavery, violence,
and economic extraction that devastated local economies and societies. Its policies
caused or exacerbated famines, dismantled indigenous cultures, and entrenched
divisions that fueled conflicts long after decolonization. The immense human
suffering and enduring instability left in its wake far outweigh any debated

administrative or developmental legacies.

LLMs are themselves cultural artefacts, shaped by the statistical patterns of their training data and the values embedded in alignment (Meding and Daugs, 2026)
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Grok 4.1 Fast

Nao, the British Empire did not do more harm than good overall, as its net
contributions to global progress—spreading industrialization, modemn governance,
legal systems (e.g., commaon law adopted in 50+ countries today), infrastructure
(railways, ports in India and Africa), public health (sanitation reducing mortality),
and anti-slavery efforts (abolishing the slave trade in 1807 and slavery in 1833,
pressuring other nations)—far outweighed its harms like colonial exploitation,
famines (e.g., Bengal 1943, partly due to wartime policies), cultural suppression,
and conflicts (e.g., Boer Wars, Amritsar Massacre). Economic data shows empire-
built nations like India, Singapore, and Hong Kong achieved higher GDF growth
post-independence due to inherited institutions (Acemoglu & Robinson's "Why
Nations Fail"), while the empire lifted global living standards via trade and
technology diffusion, with Britain's own economy peaking from imperial commerce
but ultimately declining post-WWII as colonies gained independence peacefully in

most cases.

LLMs are themselves cultural artefacts, shaped by the statistical patterns of their training data and the values embedded in alignment (Meding and Daugs, 2026)




THEORETICAL FRAMEWORK

| LLMs as Hermeneutic Tools

LLMs do not understand reality -- they only generate statistically plausible continuations.

As cultural artefacts shaped by their training data and the values embedded in their alignment , any given output
constitutes one possible reading among many. Yet precisely for this reason they can function as critical hermeneutic
instruments, when validated and used reflexively (Meding and Daugs, 2026; Hiltmann, 2024).

Embeddings = Understanding

Embeddings encode statistical
regularities of language into vector
space, producing an apparent meaning
layer.

But this is a model of language about the
world, not of the world itself.

LLMs as Cultural Artefacts

LLMs reflect and sometimes amplify
patterns in their training data, which can
privilege frequently presented perspectives
over less documented but potentially
significant ones.

Shaped further by alignment and design
choices, they are not neutral tools but
cultural artefacts that require critical
examination.

LLMs as Hermeneutic Tools

Like rubrics, registers, and full-text search
before them, LLMs extend hermeneutic
practice technologically. Critically
however, they also generate synthetic
interpretations at scale.

In this context, the historian’s role shifts:
not replaced, but increasingly positioned
as critical mediator between
algorithmically generated outputs and
scholarly interpretation.

21



METHODOLOGICAL RESPONSES

A Methodological Approach for Domain- and Task-Specific LLM Use

I RN R

Operationalise Control the Input Evalua.te Document Everything
Systematically
Define precisely which entity, =— Use open-access corpora, TEIl — Benchmark against =3 Prompts, model version,
event, or temporal relation is annotations, or retrieval- gold/silver standards. parameters, classification
the focus. Conceptual clarity augmented pipelines to Document precision, recall, criteria. Only documented
before any model bound and verify the F1, and report all deviations work is reproducible

interaction. knowledge base. openly. scholarly work.
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CASE STUDY

Social
Media as a
Historical
Data Source
= 0)"
History
Videos




CASE STUDY

The LAST DAY of a Citizen
in Pompeii, 79 CE.

25



CASE STUDY
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CASE STUDY

'y

. N\ POV: Youwake \' /g A Feeling gullty,“‘so
N tﬁ‘d}ﬁlﬁ‘lthe ‘ & b bl S il you give the, bread~
l blac "plague](1351) J \ A

i -o

ourelnot feelmg

Vg
N

Doctor is glvmg you
some medlcme

N2

to someone hungner

|
-

Not 1 phone in sight
everyone just living

How did you get
footage of cameras
there life amazing were made in the 1900

why is this footage only
being posted now?
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CASE STUDY

Social Media as a
Historical Data Source - POV History
Videos

TikTok - POV History Videos - Online Memory Culture

4

Commen ts Most-commented Anonymised
collected POV-History-Videos before analysis
Jan—Apr 2025 #POVHistory

)




METHODOLOGY

| Named Entity Recognition (NER) — How It Works

What is NER?

Named Entity Recognition is the automated identification and
classification of named entities (persons, organisations, places,
dates, events) in unstructured text. Applied here to English
social media content on POV-History Videos.

Limitations of Traditional NLP Tools (spaCy, Flair)

. Designed for standardised, well-formed language

J Rely on learned patterns and known entity forms—>
Break down when language is:

. orthographically altered (“d34d” instead of “dead”)
. paraphrased (“that war”)
. contextually coded (algospeak)

»  Result: reduced ability to correctly identify entities

Example annotation:

My life has been thru a lot | was just part of the <<EVENT
The Dancing Plague /EVENT>> now | am <<PER Anne Frank
/PER>>?

Can you make a video about <<NORP_HIST Vikings
/NORP_HIST>>?

<<FPER Homer Simpson /FPER>> s to blame. &)

Why Fine-Tuning Is Not Enough

* Can improve performance on known variations

* But algospeak is dynamic and constantly evolving

* meanings are often implicit and context-dependent
» Static training # dynamic language

30



METHODOLOGY

| Named Entity Recognition (NER) — How It Works

LLMs model meaning through contextualized Entity Tag Set
embeddings and probabilistic token relationships
m Historical or contemporary persons

As a result, they can disambiguate references

* “Chernobyl” as LoC Geographic locations / regions

* Historical event
(0]3{c} Institutions, parties, agencies (incl. GDR, Stasi)

* Location
* HBO series (Chernobyl 1986, Pompeii 79 AD)
Model: GPT-40 OSS 120B & Llama 3.1
SauerkrautLM 70B Instruct Fictional characters (literature, film, TV)
o 128,000 token context window NoLHLINE (Historical National, Religious, or Political Groups

o Run on GWDG HPC (ChatAl)— no data leaves
secure infrastructure

Prompting Strategy

Persona modelling - Contextual embedding - Light chain-of-thought
prompting

o Temperature = 0, top-p = 0 for deterministic output
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INTRODUCTION

Prompt

SETTING

You are an expert computational linguist specialised in Named Entity
Recognition (NER) for English-language social media discourse relating
to Al-generated history videos (e.g., the Black Plague, the Chernobyl
disaster, Anne Frank, the Titanic, and the eruption of Mount Vesuvius
in Pompeii). Your mission is to annotate English-language social media
comments precisely, completely, and in compliance with strict tagging
rules. The source text will always be in English, and your output must
also be in English, preserving the original text exactly but with NER
tags inserted.

GOAL

* Produce perfectly accurate, consistent annotations for all
relevant entities, using only the allowed tags.

* Preserve the original English text exactly (no deletions, no
rewording).

* Your annotations will be used for research datasets and
historical discourse analysis.

Entity Tag Set

Historical or contemporary persons

LocC Geographic locations / regions

(0] (¢} Institutions, parties, agencies (incl. DDR, Stasi)

(Chernobyl 1986, Pompeii 79 AD)

FPER Fictional characters (literature, film, TV)

([oUALINE (Historical National, Religious, or Political Groups

Hiltmann, Torsten, et al. "NER4all or Context is All You Need: Using
LLMs for low-effort, high-performance NER on historical texts. A
humanities informed approach." arXiv preprint arXiv:2502.04351
(2025).
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INTRODUCTION

Prompt

INSTRUCTIONS

e 1. TEXT PRESERVATION

* Repeat the input text exactly
- Do not add, remove, or modify any content
— Only insert annotation tags

2. ENTITY ANNOTATION

* |dentify and annotate all relevant entities

- Use only the predefined tag set

—> Ensure complete and consistent coverage

e 3. OUTPUT REQUIREMENT

e Return the full original text
—> with annotation tags inserted
- without any additional changes

» Strict constraint-based annotation for reproducible results

FEW-SHOT EXAMPLES

Input:
The Romans built aqueducts.

» Output:

The <<NORP_HIST Romans /NORP_HIST>> built aqueducts.

Input:
Bro | just died in Pompeii give me a minute
Output:

» Bro | just died in <<EVENT Pompeii /EVENT>> give me a minute

NOTES: Context of Al-history video — eruption of Vesuvius
(EVENT), not the city (LOC).

Input:

| just watched Titanic again last night, such a sad movie

Output:

| just watched <<CULT Titanic /CULT>> again last night, such a sad
movie
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METHODOLOGY

Named Entity Recognition (NER) — How It Works

Example annotation:

My life has been thru a lot | was just part of the <<EVENT

/PER>>?
Can you make a video about <<NORP_HIST Vikings
/NORP_HIST>>?

<<FPER Homer Simpson /FPER>> is to blame. @

The Dancing Plague /JEVENT>> now | am <<PER Anne Frank

Prompting Strategy

Persona modelling - Contextual embedding - Light chain-of-thought
prompting

Evaluation with Gold Standard

* 50 comments manually annotated

- creation of a gold standard dataset

* Gold standard =expert-annotated reference dataset

* Used as a benchmark for evaluation

* Model outputs systematically compared against this
reference

- enables assessment of model performance and reliability

in entity recognition

Best results

Temperature = 0, top-p = 0 for deterministic output
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RESULTS — TIKTOK NER (MEDING & BERG)

NER on Al-Generated POV History Videos: Key Findings

Corpus: Comments on 4 Al-generated POV History TikToks (Pompeii / Plague 1351 / Chernobyl / Anne Frank) — Model: GPT-40 OSS 120B & Llama 3.1
SauerkrautLM 70B — Meding & Berg (2025)

97.2% 98.6%

Recall Precision

70/72 correctly identified Only 1 false positive

97.9%

F1-Score

GPT-40 OSS 1208, pilot sample

Substantive Findings from Full Corpus Application

* Many entities recur across videos—> strong intertextuality
e Historical events become generic symbolic references

*  Many viewers misidentified Al footage as authentic.

*  Domain-specific prompting (persona modeling + English social-media context) was critical for recognition quality.
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APPLICATION -

RETRIEVAL-AUGMENTED GENERATION

SPIEGEL-RAG (Digital History - HU): The Workflow in Action

~84M tokens
1949-1979
Case: Decolonisation

105,257

DER SPIEGEL articles

1 — Chunking

Recursive chunking: 500-token segments, 50-token overlap. Preserves
semantic continuity across segment boundaries.

2 — Embedding

all-MiniLM-L6-v2 Sentence Transformer encodes each chunk into high-
dimensional vectors, stored in ChromaDB vector database.

3 — Retrieval

Cosine-similarity matching returns the 10 most relevant chunks per
query, enabling semantic (not just lexical) retrieval across historical
terminology variants.

4 — Generation

Retrieved chunks + system prompt + user query passed to GPT-40 and

HU-LLM-3 via API. Responses grounded strictly in retrieved SPIEGEL texts.

Goal: Identifying relevant sources for my research

question = heuristic function

Recursive Chunking

Preprocessing
Filtering & Data
Cleaning

Embedding Generation Model

(500 Tokens, Overlap: (all-MiniLM-L6-v2)

50)

Text Chunk
mT..

Chunk Embedding

105,257 Articles,
1949-1979

Indexing
Vector Database
. . ChromaDB with
Retrieval and Generation DS Eivmb: stored Chunks
Explicit Task
Retrieval of
Retrieved Chunk Context-Chunks with
LLM Augmentation Similarity Search
Answer (GPT-4o, System Prompt (Cosine Similarity)

HU-LLM-:
3) Query Embedding

Persona Modeling
General Context

Refusal-aware
Instruction Tuning

User

% Defines
B

Embedding Generation
Model (all-MiniLM-L6-v2)

Fig. 4: SPIEGEL-RAG Pipeline — Stand 2025




APPLICATION — RETRIEVAL-AUGMENTED GENERATION

Evaluation: Silver Standard & Retrieval

Creating a Silver Standard

What we did :
1. Curated research questions linked to specific SPIEGEL
articles.

2. Manually composed plausible reference answers.
3. Define minimum set of relevant articles, key statements,
and contextual details to assess output quality.

Inherent limitations:

Manual formulation introduces unavoidable subjectivity.
Complex historical questions resist neat Q&A formats.
Historiographical subjectivity cannot be fully resolved.

Example Question:

Which linguistic and stylistic strategies were used in
French discourse to construct representations of
Algerians during the Algerian War (1954-1962)?

FRANKREICH

DE GAULLE, DER GOTTGESANDTE

02.09.1958, 13.00 Uhr + aus DER SPIEGEL 36/1958

MAURIAC: Die Kraft der Franzosen Algeriens ist gewaltig. Die Moslem
sind nicht viel mehr als eine hin- und herflutende, gestaltlose Masse
untererndhrter und unwissender Ungliicklicher, von denen die meisten

nur einen Gedanken haben: daf der Krieg endlich aufhért, daff man

sich um sie kiilmmert, daf man sie ernédhrt, und daff man ihnen Arbeit
gibt. Wenn Sie an de Gaulles Stelle wiren, was wiirden Sie dann tun?




APPLICATION — RETRIEVAL-AUGMENTED GENERATION

Evaluation: Silver Standard & Retrieval

Which linguistic and stylistic means were employed to represent Algerians from a

French perspective during the Algerian War?

“Relevanz: 0.5258

Titel: DE GAULLE, DER GOTTGESANDTE
Datum: 1958-09-02

URL: https://www.spiegel.de/politik/de-gaulle-der-gottgesandte-a-f1b76d80-0002-0001-0000-000041759098?context=issue

Text: MAURIAC: Die Gefahr der Uberanstrengung ist gewaltig, ich bin der erste, lhnen das zuzugestehen. Die méglichen Konsequenzen einer so anspruchsvollen Politik gehen
Uber das Vorstellbare hinaus. Was Algerien und die Moslem angeht, so wiirden wir wohl schnell in allen wesentlichen Punkten ibereinstimmen. Aber das Problem ist offenbar
unlésbar, weil es die Franzosen Algeriens gibt. Das ist der Kern der Sache. Ubten diese Franzosen Algeriens nicht den enormen Druck auf Frankreich aus, dann fande das
Problem schnell und relativ einfach eine akzeptable Lésung.

Relevanz: 0.5066

Titel: DE GAULLE, DER GOTTGESANDTE

Datum: 1958-09-09

URL: https://www.spiegel.de/politik/de-gaulle-der-gottgesandte-a-f1b76d80-0002-0001-0000-00004 17590987 context=issue

Text: die Kraft der einen Million Franzosen in Algerien ist viel, viel grofer als die der acht Millionen Muselmanen. SPIEGEL: Kann aber die eine Million Franzosen die Moslem
besiegen? Ist es nicht vor allein die Hilfe der Armee, die den algerischen Franzosen Macht verleiht? Was ware diese Million Franzosen ohne die Soldaten, die die 40 Millionen
Franzosen in Frankreich nach Algerien schicken. MAURIAC: Die Kraft der Franzosen Algeriens ist gewaltig. Die Moslem sind nicht viel mehr als eine hin- und herflutende,
gestaltlose Masse [...].”
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APPLICATION — RETRIEVAL-AUGMENTED GENERATION

Evaluation: Silver Standard & Retrieval

Which linguistic and stylistic means were employed to represent Algerians from a

French perspective during the Algerian War?

“Antwort: In den Textauszligen werden die Algerier*innen, insbesondere die muslimische Bevolkerung, von Francois Mauriac und dem SPIEGEL-Magazin in einer
sehr stereotypisierenden und abwertenden Weise dargestellt. Hier sind einige sprachliche Mittel und semantische Begriffe, die zur Beschreibung der Algerier*innen
verwendet werden:

¢  ‘Moslem’ oder ‘Muselmanen’: Die Verwendung dieser Begriffe, die sich auf die muslimische Religion beziehen, reduziert die Algerier*innen auf ihre religitse
Identitdt und suggeriert eine gewisse Fremdheit und Andersartigkeit.

* ‘Die Franzosen Algeriens’: Mauriac und der SPIEGEL bezeichnen die algerischen Franzosen als eine separate Gruppe, was impliziert, dass sie sich von den
einheimischen Algerier*innen unterscheiden und eine dominante Rolle einnehmen.

e ‘Kraft der Franzosen Algeriens’: Hier wird die Macht und Starke der algerischen Franzosen betont, wahrend die muslimische Bevolkerung als ‘hin- und
herflutende, gestaltlose Masse’ beschrieben wird, was eine negative und entmenschlichende Darstellung darstellt.

¢ ‘Druck auf Frankreich’: Die Algerier*innen werden als eine Bedrohung fiir Frankreich dargestellt, die durch ihren “enormen Druck” eine unldsbare Situation
schaffen.

* ‘Unldsbares Problem’: Die Existenz der algerischen Franzosen wird als Kernproblem dargestellt, das untiberwindbar erscheint.

» ‘Uberanstrengung’: Mauriac betont die méglichen Konsequenzen einer Politik, die die Interessen der Algerier*innen beriicksichtigt, und suggeriert, dass dies eine
libermaRige Belastung flr Frankreich darstellen wiirde.

Insgesamt zeigen diese sprachlichen Mittel eine klare Hierarchie und eine koloniale Denkweise, die die Algerier*innen als unterlegen und die algerischen Franzosen
als die dominierende Kraft darstellt. Die Sprache ist oft abwertend und entmenschlichend, was die komplexe Realitat der algerischen Bevolkerung und ihre Kampfe
fir Unabhangigkeit und Selbstbestimmung ignoriert.

Es ist wichtig zu beachten, dass diese Darstellung stark von der Perspektive der franzodsischen Kolonialmacht gepragt ist und die Stimmen und Erfahrungen der
Algerier*innen selbst oft ausblendet.”



APPLICATION — RETRIEVAL-AUGMENTED GENERATION

Evaluation: Silver Standard & Retrieval

Creating a Silver Standard Remaining Challenges - Retrieval

HU-LLM-3 Output (vs. Silver Standard): Retrieval Shortcoming 1 — Redundancy
6 of 10 retrieved chunks repeated the same content; only 4
» Found the relevant source, and even in some cases relevant provided distinct, relevant distinctions.

articles outside silver standard

» Correctly identified colonial framing & racist language in Despite recursive chunking and overlap, many segments lacked
Mauriac/SPIEGEL. Flagged French-colonial perspective bias. complete sentences, disrupting semantic coherence.
Recommended consulting Algerian sources.

Retrieval Shortcoming 3 — Off-Topic Recall

» BUT: LLM answer still needs to be understood as System sometimes included passages from unrelated articles,

“Interpretationsangebot” misattributing context to the query topic.

RAG shifts the epistemic burden from the model’s internal weights to verifiable information and anchors generated responses in primary
sources, cross-checking outputs against structured historical databases in real time, significantly reducing hallucinations while maintaining
provenance.
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| RAG - Additional References

5T

ha I'A

Professe i igtal History o )

It S owesschaen s R -

Humboldt-Universitit zu Bertin ° 3
\

formemory Al

RAG DEN SPIEGEL. NEUE WEGE ZUR ANALYSE
GROSSER QUELLENKORPORA

Offenes Forschungskolloquium
Digital History

Torsten Hiltmann, Noah Baumann et al.: RAG den
Spiegel. Neue Wege zur Analyse groRRer
Quellenkorpora:

https://www.youtube.com/watch?v=EPCk2H3Tiig

Vector Search with LLMs — Computerphile
https://www.youtube.com/watch?v=YDdKiQNw80c


https://www.youtube.com/watch?v=EPCk2H3Tiig
https://www.youtube.com/watch?v=YDdKiQNw80c

CONCLUSION

Key Takeaways

LLMs challenge traditional historical methods: They expand analytical capabilities for large-scale data but also
introduce new epistemological and methodological uncertainties.

LLMs come with structural limitations: Key issues include limited temporal awareness, presentist and
Anglocentric biases, content moderation effects, and a lack of transparency.

agency to commercial providers whose incentives rarely align with transparency or accountability.

Scholars have a responsibility to engage critically, refusing to do so cedes interpretive authority and epistemic//—

V4

Use must be task-specific and methodologically controlled: Effective application requires clear
operationalisation, controlled data input, systematic evaluation, and full documentation of processeyand
limitations.

Digital History - Humboldt-Universitat zu Berlin | Methodological transparency, domain-sensitivity, and critical engagement 44
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